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Abstract After an introduction to the Discrete Fourier Transform and windowing theory, an optimum window design algorithm is presented to reduce spectral leakage and improve the accuracy of the calculated power of frequency components. Window families of any length generated by short cosine polynomials are examined as they approximate well the optimum windows.

Introduction

The Discrete Fourier Transform is the best known and most used DSP tool. It has a very fast implementation, known as the Fast Fourier Transform (FFT). To process n samples it only needs 
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 arithmetic operations. If applied to spectrum estimation of signals not periodic with the sampling (or observation) interval, artificial frequency components appear spread over the whole spectrum. This phenomenon, called spectral leakage, is undesirable but can be reduced by multiplying the signal samples with an appropriate sequence of real numbers, the window. It can also improve the accuracy of the calculated power of frequency components. More flattop response, better stop-band rejection is achieved in expense of some increase of the frequency resolution bandwidth.

We present a design algorithm for windows of a specified length. Given the main-lobe ripple, the stop-band rejection and other constraints, a numeric optimization method finds the optimum window. Alas, for each length a different optimization procedure is needed.

We show that windows generated by short cosine polynomials like the well-known Hamming, Hann, and Blackman-Harris windows approximate well the optimum ones for any length. This allows us to give a concise description of reasonably good windows, which are easily generated. The cosine values are available from the twiddle factor table used by the most common FFT implementations of the DFT, so the window generation needs only a few additions and multiplications for each element.

Another type of window optimization approach seeks for a finite duration window that has unit power and minimizes the power over the stop-band. (See [2], pp. 467-468.) Windows designed by this method have non-flattop response, could have narrow but high side lobes, where nonexistent signal components appear. For spectrum estimation they are less useful than the flat-top type windows we are going to design.

We will work out useful practical windows as examples. Overly restrictive constraints on the window properties do not make sense because of certain common hardware problems make real life systems less accurate anyway. There are always practical trade-offs to be addressed at each particular case.

The Discrete Fourier Transform

The Discrete Fourier Transform or DFT of a complex sequence 
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 is another complex sequence 
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It is denoted by 
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, such that 
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. Its inverse, the Inverse Discrete Fourier Transform or IDFT is 
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If we put 
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, the nth primitive root of unity, we get
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There are a number of common alternative definitions:

· the coefficient in front of the summation is often chosen to be 
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· the sign of the exponent can be chosen to be “+” or “–”

· the summation and/or sequence indexing can run in 
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 (assuming even length and periodic sequences: 
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Interpretations

Correlation: The input signal gets correlated with samples of a set of complex sine waves 
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2

2

1

,

,

,

e

e

i

n

k

i

n

k

n

-

-

×

-

p

p

K

b

g

. If there is a signal component in the input of a frequency in the basis set, the correlation gives its (complex) amplitude. The correlation with other basis sine waves gives 0, so the sequence of these correlation values identifies a frequency component of the (periodic) input signal.

Filter bank: The definition of the DFT can be reformulated using dot product (scalar product) of sequences
:
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As a matter of fact, the whole DFT is a matrix multiplication:
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Each 
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 can be viewed as a result of a complex filter over the input sequence 
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. The filter is of the same length as the input; therefore the result is of length 1. The DFT acts like a bank of FIR (finite impulse response) filters applied to the input sequence. 

Mix – low-pass filter: If a complex sine wave is multiplied by another one, we get a sine wave of frequency equal to the sum of the two original frequencies
:
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(the basis set is of negative frequencies). If we low-pass filter the result, we can tell if there was a signal component with frequency equal to the positive counterpart of the considered basis frequency and how strong it was. Using all the basis sine waves all of the input signal components will be found up to f = n/k. The DFT sums up the mixed samples, which is a simple low-pass filter (FIR filter with all 1 coefficients).

Basic properties

· Linearity: 
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· Shift: let 
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 be a (cyclic) shifted variant of the sequence y, then 
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· Modulation (mixing): multiply the sequence x with samples of a complex sine wave periodic with n: 
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 (with some integer j). If 
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 then the DFT of the product sequence is 
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, that is, the original DFT’d sequence is (cyclic) shifted j positions (to right if j  > 0).

· Reversal: 
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, or applying the shift property: 
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· Hermitian symmetry
: 
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· Convolution
: 
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· Correlation: 
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· Parseval’s relation: 
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. It means the total signal power is proportional to the power of its spectral components calculated by the DFT.

Frequency response
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The DFT has another important property: frequency selectivity. Let the sequence 
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 be samples of a complex sine wave of frequency f taken at unit time offsets: 
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. (The sine wave need not be periodic in the sample interval.) The DFT of this sequence can be given exactly by
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. In the figures to the right the calculated frequency spectrum is shown using an n = 512 point DFT.
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In the case of the second figure where the signal is not periodic in the sampling interval, the signal power appears to be smaller than it really is, and the power “leaks” out to the other part of the spectrum, where there is no real signal component. According to Parseval’s relation the total power of these spread over components is still 1, so the peaks must be smaller. The bottom most figure shows this zooming in to the peaks.

[image: image128.wmf]´

They are almost 4 dB too small, and appear at both of the 2 surrounding basis frequencies (if 
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 the 2 peaks approach 
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). If the DFT is used for spectral estimation, these present a problem. It illustrates the flaw of the most common misconceptions: The peaks of the DFT spectrum are thought to provide the power of single spectral components and the sum of the power of the DFT spectral components in a frequency range is thought to represent the signal power in the corresponding band. They are only true, if the input signal is periodic in the observation time period. Properly designed windows can make both of these assumptions valid with high accuracy.
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Windowing

Signals of frequencies f other than the basis (or bin-) frequencies: 
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k

n

¹

/

, (
[image: image49.wmf]k

 integer) are not periodic with the observation time interval. The periodic extension of these signals (repeating the sample set again and again) exhibit discontinuities at the boundaries of the observation interval. These discontinuities introduce the spectral contribution (the leakage) over the entire basis frequency set:

Windows are weighting functions applied to the entire input data set to reduce the spectral leakage, the consequence of the finite length of the observation interval. They reduce the order of the discontinuity at the boundaries of the periodic extension, by ensuring that the windowed data values are small at the boundaries.
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However, the weight of the samples close to the ends are small, the center samples contribute the most to the estimated spectrum. Therefore the frequency resolution gets reduced, as if only fewer samples were used for a DFT.

From another perspective, a FIR filter is applied to the frequency spectrum, that is, to the DFT of the input signal. Filtering means convolution with a vector, and it is equivalent to the multiplication of the input data with the IDFT of the filter coefficients. Looking at the windowing this way, we need a filter on the frequency spectrum that makes the slopes of the peaks steeper, which peaks correspond to spectrum components of frequencies not in the basis set.

From a third point of view, the window is multiplied to all the kernel functions, the basis set, therefore the DFT will act like a bank of different filters. These filters could have better stop-band rejection, more flat pass-band than the all-1 filters of the original DFT. The order of the (element-wise) multiplication and the dot product is interchange-able, so the DFT windowed with 
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 is equivalent to the modified filter bank:
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Frequency Response of the Windowed DFT

If we look at the DFT as mixing and filtering, it is obvious that the frequency response is the same as that of the FIR filter 
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. It is expressed with the following expression (see e.g. [7]):


[image: image53.wmf]H

e

w

e

i

m

i

m

m

n

w

w

e

j

=

-

×

=

-

å

0

1

.

The squared amplitude response of the filter 
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We want later to approximate the window by cosine polynomials. They are even functions, so we are only interested in symmetrical windows. The filter has a transfer function with all its complex roots on the complex unit circle and linear phase response.

The frequency response of a symmetrical window is
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It means 
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. Also, 
[image: image58.wmf]e

H

e

i

n

i

-

×

-

w

w

1

2

b

g

e

j

/

 is real, so we can define the signed version of the amplitude/frequency response as 
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. Consequently, the signed amplitude/frequency response 
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 of a symmetric, length n (even) filter with coefficients 
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Window Design

If we denote by 
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 the above cosine matrix corresponding to a dense grid of frequencies in the pass-band, in the transient band and in the stop-band respectively, we can formulate the filter optimization as a linear programming problem.

1. 
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 the amplitude must have small ripple, between 
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. (It is almost the same having symmetric limits in logarithmic scale as 
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 with some given stop-band frequency limit s the absolute value of the amplitude must remain under a certain positive, possibly small 
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 to have good signal rejection in the stop-band.

3. 
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 the amplitude must remain strictly positive (otherwise there will be an extra side lobe there) but not larger than 
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 we could use a positive constant, but the frequency response curve of the optimum window will satisfy this constraint anyway.)

4. 
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The absolute value operation above is non-linear. It can be removed, though, by replacing the inequality in 4. with the following two: 
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. Accordingly, the linear programming problem to solve is the following:

There is another procedure based on the Remez-exchange or Parks-McClellan optimal equiripple FIR filter design algorithm. Although occasionally there can be convergence problems with it, it uses much less memory and runs faster. We impose a weight on the pass band approximation error the ratio of the desired ripple here and the one in the stop-band. Run the optimization procedure several times with modified left edge frequency of the stop-band, until the desired approximation error is reached. We will see, that this frequency is almost independent of the length of the window, so first perform a complete optimization loop for relatively small n, like 128. It gives a very good starting point for the search at larger lengths.
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With Remez' algorithm we can easily design windows up to 16 K length. (It takes about an hour computation time on a 400 MHz PC using interpreted MATLAB macros. With compiled code a few minutes are enough.). The resolution bandwidth decreases slightly with larger lengths:

Examples

Let us choose the parameter 
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 = 0.001152, such that 1+
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 = 0.01 dB. We have to iterate a few times changing s until the maximum side lobe peak 
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 gets under –80 dB, our design goal. It is reached when s = 4.23/n, when n = 64. The optimum window has the frequency response:
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Window with pass-band ripple of 0.01 dB
 Windowed DFT at f=n/2+(0, 3/2, -4/3)

We see that the –6 dB bandwidth is around 4 bins (±2), the –20 dB bandwidth is about 6 bins (±3), the largest side lobe is under –80 dB while the accuracy of the main lobe peak is ±0.01 dB.

Interestingly, the coefficient-sequences of different length windows draw very similar curves (normalized on both axes).
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Windowed DFT – zoomed
Normalized filter coefficients for n = 64,128,256,512

Processing Gain

With the above windows the peaks are adjusted to a uniform level. If we have single sine wave input, its amplitude and so its power can be calculated from the height of its main lobe in the DFT spectrum. However, if we add the peaks together over the whole frequency spectrum, we see a total power more than triple. This is the processing gain. It does not present a significant problem; we divide the spectral-sums with the squared coefficient sum of the window. (In case of the optimum 64-length window it is 3.5, at the optimum 512-length window it is 3.467.) Care must be taken to compensate for the larger resolution bandwidth at the edges of the frequency range.

Cosine Polynomial Windows

Although, the optimum windows above can be computed fast, they require complicated code. In embedded systems or on slow processors they have to be pre-calculated and stored. If there is a memory limit, especially when many different sizes are required, one needs a concise description of windows, which might not be optimal, but good enough. One possibility is using cosine polynomials to generate windows. (Another possibility is to store one window and use interpolation to generate different length ones.)

One of the best known windows is the Hamming window. It is defined by
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A natural generalization is to consider windows with higher order cosine polynomials:
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(It is a polynomial of 
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.) Another often-used example is the Blackman-Harris window:
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Implementation of the Cosine Polynomial windowing

There are two ways to perform the windowing:

1.  Multiplication of the sampled input signal. In case of a large buffer, it means we need either to reserve another large array for the window coefficients or we must generate them on the fly. This coefficient generation takes a long time if the window is not simple. From this point of view the cosine polynomial windows are the best:
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The cosine values are available from the twiddle factor table used by the most common FFT implementations of the DFT, so the window generation needs only a few additions and multiplications for each element. But as the whole input data set has to be windowed, there are a lot of operations.

2.  Convolution in the frequency domain: We need only process the frequency values that will be of interest, which can be much less than the number of the samples. The disadvantage: we need complex convolution, and for a window generated by a length m polynomial the filter is 2m–1 long.

Frequency Response of the Cosine Polynomial windowED DFT
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One can explicitly find the frequency response of this type of window. We start with the frequency response of a length n FIR filter with all the coefficients equal to 1 (rectangle window, i.e. the frequency response of the DFT without windowing):
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As a function of the circular frequency 
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 it is called the Dirichlet kernel 
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 we get an equivalent alternative form having a complex factor of magnitude 1 and a real factor:


[image: image98.wmf]D

/

sin

sin

(

)

/

/

n

i

n

e

n

w

w

w

w

b

g

c

h

c

h

=

-

×

-

1

2

2

2

.

Look at the frequency response of a FIR filter of coefficients 
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 with some integer l: 
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This formula allows us to give the exact frequency response of our windows:
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Let us apply the (windowed) DFT to samples of a sine wave of frequency f. The result is drawing the above frequency response curve centered at f and keeping its points falling onto the basis frequencies k/n. It is illustrated at the non-windowed case, n = 10:
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f = n/2
f = n/2-1/2
f = n/2-1/3

Cosine Polynomial window Design

As the frequency of the input sine wave varies between k/n and (k+1)/n the DFT sequence draws the whole frequency response curve. Therefore the window design requires fitting this curve to the requirements as well as possible. We can vary the free parameters 
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, so an m-dimensional numerical optimization procedure is to be performed. Unfortunately, the frequency response depends on n, the length of the DFT, so for each length we have to design another optimum window. In the practice, however, this dependency is not significant around the main lobe, so we can get away with families of windows based on just one optimization process.
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Response of the Hamming window, n=20, 40 and 60
 Response of the Blackman-Harris window, n= 20, 40, 60

The frequency response of our family of windows is conjugate symmetric to the 0 frequency, therefore our requirements need to be formulated only for positive frequencies. If we want to be able to tell the exact power of a sinusoid, we need flattop response: the magnitude of the window response must be very close to 1 if 
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 and strictly smaller elsewhere, otherwise the peak cannot be located reliably.

The width of the main lobe must be as small as possible, because otherwise a strong signal covers weaker ones of close frequency. The peak stop-band magnitude of the window must be uniformly small, such that weak signals can be reliably detected and distinguished from side lobes of a strong signal.

If we take 
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 we see the windowed DFT response on a 0 frequency signal (all samples are 1). We designed our window such that the DFT response is small everywhere but the neighborhood of the 0-frequency component. Let us discard all the transformed values smaller than a certain threshold. What remains is a short cosine polynomial window. Unfortunately, it has complex coefficients, because the window sequence is not symmetrical in the DFT sense. To make them real we discard the last (small) window coefficient and use one shorter (odd length) DFT. It deteriorates the window response a little, but it is still much better than the short cosine polynomial windows can achieve.
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DFT of optimum window w/o last coefficient, n = 127
DFT of truncated optimum window - zoomed
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It shows that taking 4 coefficients should give us a usable window. 5 are only a little bit better, and 6 is not noticeably different than 5. If we want to significantly improve the window characteristics, we have to take all the 17 coefficients larger than –90 dB. It is still a manageable task, but as we are going to see, the shorter polynomials are good enough.

Examples

Let's try the first 5 coefficients of the IDFT of our previously designed optimum window: 1.0010, -1.9065, 1.1074, -0.2166, 0.0032 (we have to double all but the first one because 
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 is the transform. They provide us a pretty good window already, but it can be improved by local optimization. The coefficients are treated as unknowns and the distance of the window response curve from the desired one is to be minimized. The figure to the right shows the initial window response.

The frequency response of our window has the maximum side lobe increased from ‑80 to ‑70 dB; the pass-band ripple also increased a little, form 0.01 dB to 0.012 dB:
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Response of the 5-term cosine polynomial window
Window response - zoomed

The optimization procedure gave the window coefficients: 1.002005, -1.905533, 1.132215, -0.242434, 0.00541105. It is not much worse than the optimum window we have designed earlier: resolution BW = 4.25, Stop-band ripple = ‑74 dB, Pass-band ripple = 0.017 dB. The window response:
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Optimum 5-term cosine polynomial window (n=64)
Window response - zoomed

Since the last coefficient is so small, we don't loose much if we fix it to 0. The linear combinations of the shifted Dirichlet kernel will have a zero at 4,5,6…so it is better to put the stop-band edge as 4 for the new optimization. The resulting coefficients (n=64)

1.001773, ‑1.894351, 1.055600, -0.1792878.

Resolution BW = 4, Stop-band ripple = ‑69 dB, Pass-band ripple = 0.015 dB.

At longer windows the response improves a little. With n = 256 we get

1.0013591, -1.8979304, 1.0596186, -0.17908511.

Resolution BW = 4, Stop-band ripple = ‑71 dB, Pass-band ripple = 0.013 dB. Above this length there is practically no more improvement, so we can call it 4-term 71-dB flattop window. Of course there can be other trade-offs between BW and the 2 ripple values, but this one is particularly suitable for 12-bit analog to digital converter spectrum analyzers.
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Response of 4-term 71-dB flattop cosine polynomial window near the main lobe (n=256)
Window response – zoomed

Let us check the DFT frequency response of this last window:
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DFT response of optimum 4-term cosine polynomial window
Window response – zoomed

The frequency response of a cosine polynomial window is put together from shifted and scaled copies of the Dirichlet kernel, which consists of one large lobe and several smaller ones of decreasing height but similar shape. If the linear combination, which defines the window, shapes the resulting main lobe and reduces the height of the other ones close to it, this height reducing effect will act similarly on the lobes further away. They are smaller, however, so the resulting side lobes have smaller and smaller heights off the main lobes. This is a feature of the response of all the (sufficiently long) windows generated by short cosine polynomials. They are not equiripple. 

As n increases, the shape of the main lobe remains practically unchanged, and the total power of the side-lobes gets distributed over the rest of the spectrum. It means, the stop-band response is worse at very short windows but does not change much after a sufficiently large length. As the length further increases, the side lobes further away from the main-lobe rapidly diminish, so there is no further change in the frequency response near to the main lobe:
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Change of the near side-lobes as n = 16, 32, 64
Diminishing side-lobes (n = 256)

Practical Considerations

The physical limitations, hardware inaccuracies and the required resolution bandwidth present contradictory requirements for the length of the DFT.

Calculation (Rounding) Errors

Although a cheap PC-like hardware can perform DFT's well over a million points, it is usually better to break the sequence into shorter subsequences and treat them separately. If the length is large, the cumulative rounding errors can grow too large, requiring us to use long (and slow) arithmetic.

Display Limitations

Showing a million-point curve in one graph makes no sense, because it would require either huge displays or finer resolution than the human eye can handle.

Amplitude Noise

The amplitude noise is additive to the input signal. It reduces the measurement accuracy. The longer the DFT is, the narrower are its frequency bins
, and the less noise power falls in one of them. Therefore use as long DFT as possible.

Resolution of the Analog to Digital Conversion

The resolution steps of the analog to digital conversion cause distortion. It has similar effects to the amplitude noise, but this so-called quantization noise is strongly correlated to the signal. Never the less, the longer the DFT is the less distortion power falls in one of the frequency bins and so the spectrum estimation becomes more accurate.

There are signal processing techniques to shape the frequency spectrum of the quantization noise such that the interesting frequency band is less affected.

Phase Noise

If the sampling points shift in time from their ideal position because of the phase noise or instability of the sampling clock, the sampling is not equidistant any more. The longer the DFT is, the more stringent are the requirements about the oscillator, sampling process. This limits the usable length of the DFT.

 Conclusions

In practice we almost never use more than 16K point DFT's. For spectrum estimation the usual lengths are from 128 to 8K. Fortunately, our optimum window-design procedure works well on all of these lengths.
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� EMBED Equation  ���
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Response of truncated 5-term cosine polynomial window








� i is used as the imaginary unit � EMBED Equation  ���


� “� EMBED Equation  ���” stands for scalar product of sequences and for scalar and matrix multiplication.


� “� EMBED Equation  ���” stands for the element-by-element multiplication of sequences.


� “*” stands for the complex conjugation.


� Discrete cyclic convolution is used. Assuming � EMBED Equation  ��� and � EMBED Equation  ��� the convolution is defined on n-sequences as: � EMBED Equation  ���.


� The frequency band � EMBED Equation  ��� between consecutive basis frequencies is called the frequency bin.
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