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Abstract: Demodulation methods for digital Gaussian Frequency Shift Keying modulation is presented based on frequency comparators sampled with a rate, multiple of the modulation bit-frequency, and a DSP algorithm for finding and continuously updating the time position of the center of the modulation bits. Here the comparator values provide a demodulation.

Introduction

At telecommunication systems using digital phase or frequency shift modulation (e.g. FSK, GMSK, GFSK), the demodulation process needs some form of analog to digital conversion. The least expensive of them is an analog frequency comparator (1 bit frequency digitizer), which gives 0 or 1 digital output corresponding to the instantaneous frequency of the input analog signal compared to the carrier frequency. If digital samples are taken at time points close to the center of the modulation bits, a demodulator is resulted. We present a very fast and simple yet robust DSP algorithm for finding the optimum sampling points and keeping them updated over long periods of time.

Our method can follow timing drifts quickly, it is insensitive to moderate frequency offsets and noise, that is very robust. It needs only one DSP instruction per sample for update and a dozen instructions periodically to calculate the actual optimum sampling point. Its amortized processing time is less than 1.3 DSP instructions per frequency comparator sample. We show 2 alternative methods, too, representing different tradeoffs between speed and robustness.

Frequency-Shift Keying

It is a frequency modulation scheme, switching between 2 discrete frequencies according to the modulation bits. The GFSK modulation, which is a variant of the GMSK modulation smoothes the transition between these states. They are equivalent to a frequency modulation by a Gauss (low-pass) filtered bit sequence (NRZ square-wave modulation signal with peak amplitudes +1 and ‑1). At fast changing modulation bit pattern like +1–1+1–1… the modulation looks like a sine wave modulated FM. With longer sub-sequences of equal bits the frequency deviation saturates at a higher maximum.
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The zero crossings of the FM are very close to the bit boundaries, independent of the modulation bit pattern when the modulation index BT ( 0.25.

FM Demodulation for GFSK

We can use FM comparator samples close to the center of the modulation bits for demodulation. It is too sensitive to the noise, so it is advantageous to take the average of a few samples around the center instead.

Demodulator Algorithm

The discussed method uses oversampling, 4..16 frequency comparator values per modulation bits. They, under ideal circumstances form a sequence of runs of equal 0 or 1 digits. The length of these runs are integer multiples of the oversampling factor. The only information available for the synchronization is the locations of the changes in this …0011… type of sequences. In the presence of a frequency offset these jump points do not form an equally paced sequence, still we have to find the points at halfway between them in the average. The proposed algorithm dose it by summing 2-dimensional vectors associated to the location of the jumps (relative to the sampling clock). The direction of the sum-vector corresponds to the location of the centers of the modulation bits.

The crucial part of the algorithm is the construction of a lookup table, which maps the 0-crossings to vectors. We chose the sampling rate to be 8 frequency-comparator values per modulating bits. It represents a good tradeoff between complexity, implementation speed and robustness. In this case the vectors in the lookup table either point to the vertices of a regular octagon, or are sums of these type of vectors, depending on the number and locations of the jumps in a sequence of consecutive comparator values. To be able to see all of the 8 possible jump locations we use 9 samples, overlapping at the last position with the previous block of samples.

At digital telecom systems a synchronization sequence (S-field) is periodically transmitted. The bit-center information can be gained here, and it is either assumed to remain constant during a whole burst or it gets continuously updated to be able to handle a signal even if its time base extremely deviates from ours.

There can be received signals with destroyed first few bits caused by inaccurate burst switching or by the receiver AGC. To make our algorithm more robust, we could exclude these bits.

Demodulator Architecture

At our demodulation scheme the instantaneous frequency data (produced by an FM discriminator) is converted to 1 bit resolution digital signal, at rate n (normally 8) samples/bit. The comparator output averaged around the optimum sample positions directly gives the modulating bits. The comparator threshold or the local oscillator frequency can be controlled, too, to make the frequency sequence symmetric, that is, to compensate for frequency offsets.

The samples get written into an n+1 bit long FIFO. When n bits arrive, its content (n bits plus 1 bit remaining from the previous stage) will be transferred to the next n+1 bit word of a ring buffer. It means we have a word to process at every modulation bit.

We need to know the start position of the bursts, too, to start the demodulation. A hardware amplitude comparator determines this information (squelch).

Bit Center from Zero-Crossings

If we find the average position of the zero crossings, n/2 samples off this point is the location of the bit centers. We need n+1 bit long words to be able to see if any of the n bits is different from the previous one. A zero crossing can accordingly be recognized at any position between 0 and n–1.

In one word of FM data there can be normally 0,1 or 2 zero crossings. If there is a strong noise, more, up to n/2.

Average Zero Crossing Position

Vector Sum

The jump positions have cyclic nature: position 0 is next to both position 1 and position n–1. We need a data representation, which reflects this property. The proposed method maps the positions to the unit vectors spanning a regular n-gon (normally an octagon). The direction of the sum of the vectors gives a good estimate of the most likely jump position. The number of the zero crossings is not needed, when the center of the n-gon is in the origin.

Octagon

To make the calculations simpler the octagon is positioned such that the coordinate axes are its lines of symmetry between its vertices. The 8 angular sectors around the vertices of the octagon are easy to find: we only need to check if 
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In this case 
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 with respective errors 1.4·10-2, ‑2.5·10-3, 4.2·10-4, ‑7.2·10-5,... . For our purposes even the first ratio is good enough. Accordingly, the vertices of our octagon have coordinates ±2 and ±5:

(5,2),(2,5),(‑2,5),(‑5,2),(‑5,‑2),(‑2,‑5),(2,‑5),(5,‑2)

Packing of the Data

We assume that the DSP registers and the memory can hold 32 bit integers. We have to sum 2 coordinates simultaneously, so it is natural, that the lookup table of the octagon vertices of coordinates 
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 corresponding to the positions of the zero crossings contains 
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From 
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Entries of the Lookup Table

· If there is no zero crossing in the examined 9-bit word, the entry is 0.

· At 1 zero crossing, the entry is the packed coordinates of the octagon vertex corresponding to its position.

· If there are more zero crossings, the entry depends on the distance of these.
– If they are 5+ bits apart, we assume they are noise or jitter disturbed true zero crossings, and the entry is the sum of the corresponding position vectors.
– If there are 2 zero crossings close to each other and to the end of the sample word, we assume they correspond to the same true zero crossing. Only a strong noise pulse added an extra change of sign next to it and there is a 3rd zero crossing near in the neighboring sample word. In this case the sum of the corresponding position vectors would put double weight on the single true zero crossing here, therefore only half of the sum is included in the entry. Alternatively, use only the one closer to an end of the sample word.
– If there are 2 zero crossings around the middle, we assume they are the result of a noise spike, and ignore them.
– If there are 2 zero crossings close to each other and a third zero crossing further away, use the 3rd one only, assuming the other two are a result of a noise spike.
– Other cases indicate a too noisy signal, so do what you wish (ignore = 0).

Angular Sector of the Sum

For the direction of S we need to check 
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 and pack the truth bits into an integer for using this to index a second lookup table. It tells us which is the closest corresponding zero crossing position.
Extensions of the Algorithm

Permanent update

We may need to continuously update the information about the position of the middle of the bits to be able to handle unsynchronous clocking of the measured signal and ours, or frequency offsets, which change in time. One way to do this, is to halve (or divide by a constant) the sum vector after, say, 32 bit periods and continue adding to it the position vectors from the lookup table. After the next 32 bit periods we determine the bit center again, halve the sum vector and go on.

If there are enough zero crossings in the next block, the new direction vector dominates, giving an updated bit center information here. If too few zero crossings occur in the next block, the resulting direction vector is small and not very reliable. It results in only a little modification of the estimated bit center position, which is correct.

Error Check

· If the signal is very noisy we get position vectors of opposite directions, which cancel themselves.

· If we receive a signal with too few changes in the bits of the modulating sequence, we have too few position vectors to add.

In both cases the sum vector remains under a certain threshold value, what indicates the problem.

Frequency offset
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At GMSK modulation the positions of zero FM deviation (where the frequency is equal to the carrier) are close to the bit boundaries. If, however, there is a frequency offset of the input signal, the frequency curve is shifted up or down by this offset. It is seen as an asymmetry between the number of the "1" and "0" FM samples. With the 1 bit ADC we loose so much information, that a signal with a large offset cannot be demodulated without some prior knowledge of the modulation bits. For example, take a modulation sequence 11001100… . We see samples like:

No offset:
0000 1111 1111 1111 1111 0000 0000 0000 0000 1111 1111
Offset:
0000 0000 1111 1111 0000 0000 0000 0000 0000 0000 1111

The 2nd one is the same as at the modulation sequence of 0100 0100… at different sampling phase. There is no way to distinguish the modulation cases of 1100 with offset and 1000 without.

Even if we know the modulation bit sequence is 1010… the information collected only from the zero crossings within 8 sample long periods is not always enough to tell if a large offset is present or not.
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In all cases in the diagram we see two different zero crossing positions: 1 and 7. In case 1 there is no offset but a jitter. In case 2 we have a large positive offset, in case 3 a little negative. Some extra information needed to distinguish.

In the synchronization sequences there is usually a relatively long 1010… sub sequence. It has equal number of 1 and 0 modulation bits. One indication of a large offset if the average number of "1" samples differ from that of the "0" samples there. Another one is the average length of short runs of equal samples. If this average length for samples "1" differ much from 8, there is an offset. The later algorithm is more affected by the noise, so the first indicator looks more robust.

Extension of the Vector Method

At the original method the x and y coordinates of the vectors are accumulated. Let us add a third field: z. It counts the number of "1"s among the last 8 samples. The lookup table is extended accordingly. The x and y fields need to be shortened to 12 bits.

This way the algorithm is not slowed down noticeably. Adjusting the comparator threshold keeps the number of 0 and 1 FM samples balanced during the S-field. We can even follow offset changes between bursts.

Now 
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 it is easy to calculate 
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Only 6 DSP instructions are needed to unpack the results.

Alternative Algorithms

OR-ed Bit Fields

One can use other lookup table entries: bit fields of length 8 with a 1 at the position of a zero crossing. OR-ing these together gives a contiguous sequence of 1s of length 1…3 in the normal, small noise, small offset case. The middle of the 0s indicates a safe position to be assumed for the bit centers.

There are problems with this. A single noise pulse can make the estimation wrong.  The DC offset reduces the sensitivity of the recognition (the zero crossing at a modulation bit pattern 010 is more affected than at 01110). It is not clear, what to do if the bit field 0s appear at non-contiguous positions? What if there is no 0 at all? Therefore it is only marginally faster but much less robust algorithm.

Histogram

One could also build a histogram of the zero crossing positions and analyze it at the end of the 32 modulation bit period of the S-Field to find the best guess for the middle of the bits. We have to clear and update 8 bins. At the end we need to find the "bottom" of the valley in the (circular) histogram. There are many possibilities for it. Search for

1. the emptiest bin

2. the middle of the bins filled less than a given threshold

3. the (cyclic) center of gravity (like the vector sum method)

4. or draw a smooth envelop on the bins, use its minimum location, etc.

The advantage of the histogram method is that it collects more information on the position of the zero crossings. It is more flexible and can be made adaptive to the signal conditions.

Its disadvantage is that it needs 50% more processing work for each word than the vector sum method and much more computation work for the final analysis of the histogram. However, if there is enough processing power available, this is a more robust algorithm.

Extension of the Histogram Method

The histogram method has problems packing all the information into a 32-bit field of a lookup table. We definitely need two lookup tables if we want also a frequency-offset estimation, similar to the vector method's, so it will remain slower than that by at least a factor of 2.
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